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http://www.top500.org/system/ranking/4428

GPUs: Not just for graphics anymore

GPUs originally developed to accelerate graphic operations

Early adopters realized they could be used for ‘general
compute’ by performing ‘unnatural acts’ with GPU shader
AV ES

OpenGL allows shaders/textures to be compiled and
executed via extensions

OpenCL/GLSL/CUDA standardize and formalize how to
express both the GPU compute and the host programming
requirements
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| -_,;!;;_I{deally, we can target compute at the most

‘capable device

CPRUlexcelsiatiseguential, branchy
code; l/@linteraction, system
pregramming

Most Java applications have these
characteristics and excel on the CPU

AMD

Phenom'X4

Serial/Task-Parallel
Workloads
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Graphics Workloads

Other Highly
Parallel Workloads

GPU excels at data-parallel tasks,
Image processing, data analysis, map
reduce

Java is used in the above
areas/domains, but does not exploit the
capabilities of the GPU as a compute
device

§
|
.
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rallel algorithms/workloads

optimized for data-parallel operations

for (int i=0; i< 100; i++){

B =tIn [i] *in[i] ;

Particularly if we can loop in any order and get same result
for (int i=99; i>=0; i--){ // backwards

SIS = [2 [ *in[i] ;
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7 i< 100; i++)

= out[i-1]+in[i];

L =218 i

ting shared data can force use of atomic constructs

sum += in[i];

Sometimes we can refactor to expose some parallelism
for (int n=0; n<10; n++)
BeENanEST=0, 1<10; i++)
partial[n] += data[n*10+i];

for (int i=0; i< 10; i++)

sumt+=partial[i];

//‘-\
/
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data dependencies between iterations
ion contains sequential code (few branches)

”‘-4 e

,azalance between data size
~ (low) and compute (high)

Transfer of data to/from the GPU
can be costly

Trivial compute often not worth
the transfer cost

May still benefit, by freeing up
CPU for other work
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1k = in.length/cores;

kfg{Thread[cores];
@ﬁf{} core<cores; core++) {
;7nf'étart = core*chunk;
{j}@ié];= new Thread(new Runnable () {
'?public void run () {

for (int i=start;i<start+chunk;i++) {
out[i] = in[i]*in[i];

}
})
t[i] .start () ;

}

for (int core=0; core<cores; core++) {

t[core] .join() ;

}
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Why GPU programming is unnatural for Java developers

GPU languages/runtimes optimized for vector types
float3 £ = {x,y,z};

f += (float3){0,10,20);

Private Private Private Private
Memory Memory Memory Memory

GPU languages/runtimes expose
explicit memory model semantics

Workltem1 WorkltemM; Workltem 1 WorkltemM;

Compute Unit1 Compute UnitN

Understanding how to use this I I
information can reap performance
IS
Moving data between host CPU and ComputeDevice

target GPU can be expensive, 1
especially when negotiating with a

garbage collector Compute Device Memory
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Is require developing in a domain-specific
OpenCL, GLSL, or CUDA)
gid i get global id(0);

R

 out[gid] = in[gid] * in[gid];

G

As well as the ‘host’ CPU-based code to

Select/Initialize execution device

Compile 'Kernel' for a selected device
Allocate or define memory buffers for args
Write/Send args to device

Execute the kernel

Read results back from the device
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s available to Java developers

+ (OpenCL/GCGPU/CUDA)
PU code in OpenCL/GLSL/CUDA

p host entry points in Java JNI methods

i et o TN

i Write application code in Java using JNI calls

Use an available Java binding (JOpenCL, JOCL,
JavaCL/OpenClL4Java, JOGL+GLSL, JCUDA)

Write GPU code in OpenCL/GLSL/GLslang/CUDA
Write your host code and application using Java bindings
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iR ..:“a-{i:étribution includes :-
- JOCL<ver>.jar
JOCL<ver>.dll/.so

“...semantics and signatures of methods have been kept consistent

with the original library functions, except for the language-specific
limitations of Java.”

Kernel implemented in OpenCL and dispatched to the GPU
via Java API.
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™ ™ import static org.jocl.CL.*;
B import org.jocl.*;

'

L Java Bindings iy

- public static void main(String args(]) {
// Create input- and output data
int size = 10;
float inArr(] = new float[size];
float outArray[] = new float[size];
for (int i=0; i<size; i++) {

inArr[i] = i

Pointer in = Pointer.to(inArr);

'| Ia re Va I | Ies Pointer out = Pointer.to(outArray):

// Obtain the platform IDs and initialize the context properties
cl_platform id platforms[] = new cl_platform id[1];
clGetPlatformIDs (1, platforms, null);

cl_context_properties contextProperties = new cl_context_properties();
contextProperties.addProperty (CL_CONTEXT_PLATFORM, platforms[0]);

to hold data ..
cl_context context = clCreateContextFromType (contextProperties,
CL_DEVICE_TYPE_CPU, null, null, null);

// Obtain the cl_device_id for the first device

cl_device_id devices[] = new cl_device_id[1];
e clGetContextInfo (context, CL_CONTEXT DEVICES,
4 Sizeof.cl_device_id, Pointer.to(devices), null);

¢ '
l oat S17ze . // Create a command-queue
4 cl_command_queue commandQueue =
clCreateCommandQueue (context, devices[0], 0, null);

// Bllocate the memory objects for the input- and output data

cl_mem inMem = clCreateBuffer(context, CL_MEM READ_ONLY |
CL_MEM_COPY_HOST_PTR,
sizeof.cl float * size, in, null);

cl_mem outMem = clCreateBuffer (context, CL_MEM_READ_WRITE,
Sizeof.cl float * size, null, null);

// Create the program from the source code
cl_program program = clCreateProgramiithSource (context, 1, new String[l{
"__kernel void sampleKernel ("+
" __global const float *in,"+
" _global float *out){"+

the para llel equ ivalent of -y

}, null, null);

// Build the program
clBuildProgram (program, 0, null, null, null, null);

ISP <size; i++) | e o B

cl_kernel kernel = clCreateKernel (program, "sampleKernel", null);

. . . . .
ALy * a // Set the arguments for the kernel
Out [ l ] o ln [ l ] ln l 7 clSetKernelArg (kernel, 0, Sizeof.cl_mem, Pointer.to(inMem));

clSetKernelArg (kernel, 1, Sizeof.cl_mem, Pointer.to(outMem));

} // Execute the kernel
ol DRangeKernel ( doueue, kernel,
1, null, new long[]{inArray.length}, null, 0, null, null);

// Read the output data
1 £ ueue, outMem, CL_TRUE, 0,
outArray.length * Sizeof.cl float, out, 0, null, null);

Print the results e

clReleaseMemObject (inMem) ;
clReleaseMemObject (outMem) ;

e RlO e .out) . { i
e prInct (V35.2£, 7,

f ) . clReleaseContext (context) ;

for (float f:outArray) {
System.out.printf ("$5.2f, ",
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import static org.jocl.CL.*;
import org.jocl.*;

public class Sample {
public static void main(String args(])
// Create input- and output data
int size = 10;
float inArr(] = new float[size];
float outArray[] = new float[size];
for (int i=0; i<size; i++) {
inArr(i] = i;

1

Pointer in = Pointer.to(inArr);
Pointer out = Pointer.to(outArray);:

// Obtain the platform IDs and initialize the context properties
cl_platform id platforms[] = new cl_platform id[1];
clGetPlatformIDs (1, platforms, null);

cl_context_properties contextProperties = new cl_context_properties();

3 the con t EPS t contextProperties.addProperty (CL_CONTEXT PLATFORM, platforms[0]);
B .
j 'cl lat fo rm ld l . // Create an OpenCL context on a GPU device
C p Iz cl_context context = clCreateContextFromType (contextProperties,

CL_DEVICE_TYPE CPU, null, null, null);

.
ol ’ // Obtain the cl_device id for the first device
A cl_device_id devices[] = new cl_device_id[1];
Ope rt [y e S = clGetContextInfo (context, CL_CONTEXT_DEVICES,
Sizeof.cl device_id, Pointer.to(devices), null);

// Create a command-queue
cl_command_queue commandQueue =

( CL_CONTEXT_P LAT FORM, plat fo rms [ O ] ) ; clCreateCommandQueue (context, devices[0], 0, null);

// Bllocate the memory objects for the input- and output data
cl_mem inMem = clCreateBuffer(context, CL_MEM READ_ONLY |
CL_MEM_COPY_HOST_PTR,
sizeof.cl float * size, in, null);

ext on a GPU device S e S
iCreateContextFromType(contextProperties, /1 Create the progran from the source code

cl_program program = clCreateProgramWithSource (context, 1, new String[]{
"__kernel void sampleKernel ("+
ALl - evel bR = e o e
" __global float *out){"+

® int gid et_global_id (0);"+
b out[gid] = in[gid] * in[gid];"+
; 5 y oy

S y . L g 3 1 }, null, null);
B NENENElece id for the first device o

B - 4 5 4 ‘_ . . g // Build the program
Ci_’deVlce_ld deVl ces [ ] = NE Cl_deVl Ce_ld [ 1 ] ; clBuildProgram(program, 0, null, null, null, null);

// Create and extract a reference to the kernel

ClfeeEdonrextinto (context, CL _CONTEXT DEVICES, c1_kernol kernel - clCreateKernel (progran, "sampleKernsl”, null);

R AR SR NG Poiinter . to (devices) , null); e e e RN S0 o | cotnter oo cattomt 5

clSetKernelArg (kernel, 1, Sizeof.cl_mem, Pointer.to(outMem));

// Execute the kernel
cl nel ( dO1 , kernel,
1, null, new long[]{inArray.length}, null, 0, null, null);

// Read the output data
1 ffer ueue, outMem, CL_TRUE, 0,
outArray.length * Sizeof.cl float, out, 0, null, null);

// Release kernel, program, and memory objects
clReleaseMemObject (inMem) ;

clReleaseMemobject (outMem) ;

clReleaseKernel (kernel) ;

clReleaseProgram (program) ;
clReleaseCommandQueue (commandQueue) ;
clReleaseContext (context);

for (float f:outArray)({
System.out.printf ("$5.2f, ", £);
¥
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£ import static org.jocl.CL.*;
import org.jocl.*;
public class Sample {

public static void main(String args(]) {
// Create input- and output data
int size = 10;
float inArr(] = new float[size];
3 float outArray[] = new float[size];
for (int i=0; i<size; i++) {
inArr(i] = i;

Pointer in = Pointer.to(inArr);
Pointer out = Pointer.to(outArray);

// Obtain the platform IDs and initialize the context properties
cl_platform id platforms[] = new cl_platform id[1];
clGetPlatformIDs (1, platforms, null);

B!
' 5 D cl_context_properties contextProperties = new cl_context properties () ;
. ¢ 2 ¢ 2
2 ‘E 7 de VL Ce S [ O ] V4 O 4 I’lul l ) 7 contextProperties.addProperty (CL_CONTEXT PLATFORM, platforms[0]);
// Create an OpenCL context on a GPU device

cl_context context = clCreateContextFromType (contextProperties,
CL_DEVICE_TYPE_CPU, null, null, null);

ts for the input and output data 1/ Gheatn the &1 device_id for the first device

cl_device_id devices[] = new cl_device_id[1];
clGetContextInfo (context, CL_CONTEXT_DEVICES,

3 g (Context ’ Sizeof.cl_device_id, Pointer.to(devices), null);
Al L
EERMEMECOPY HOST PTR S L A
b 4

clCreateCommandQueue (context, devices[0], 0, null);

mudl L)) g B oo/l e L= and output data
climsm inMem = clCreateBuffer (context, CLiMEMikEADioNLY I
CL_MEM_COPY_HOST_PTR,
Sizeof.cl float * size, in, null);
cl_mem outMem = clCreateBuffer (context, CL_MEM READ_WRITE,

éBuffer(context, CL MEM READ WRITE, e

// Create the program from the source code

l l l l i cl_program program = clCreateProgramili urce (context, 1, new String[]{
nu ’ nu 2 __kernel void sampleKernel ("+

" __global const float *in,"+
" __global float *out){"+

) int gid = get_global id(0);"+

& out[gid] = in[gid] * in[gid];"+
wyn

}, null, null);

L,

// Build the program
clBuildProgram (program, 0, null, null, null, null);

// Create and extract a reference to the kernel
cl_kernel kernel = clCreateKernel (program, "sampleKernel”, null);

// Set the arguments for the kernel
clSetKernelArg (kernel, 0, Sizeof.cl mem, Pointer.to(inMem));
clSetKernelArg (kernel, 1, Sizeof.cl mem, Pointer.to(outMem));

// Execute the kernel
1 nel ( dO1 , kernel,
1, null, new long[]{inArray.length}, null, 0, null, null);

// Read the output data
1 ffer ueue, outMem, CL_TRUE, 0,
outArray.length * Sizeof.cl float, out, 0, null, null);

// Release kernel, program, and memory objects
clReleaseMemObject (inMem) ;

clReleaseMemobject (outMem) ;

clReleaseKernel (kernel) ;

clReleaseProgram (program) ;
clReleaseCommandQueue (commandQueue) ;
clReleaseContext (context);

for (float f:outArray)({
System.out.printf ("$5.2f, ", £);
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import static org.jocl.CL.*;
import org.jocl.*;

public class Sample {
public static void main(String args(]) {
// Create input- and output data
int size = 10;
float inArr(] = new float[size];
float outArray[] = new float[size];
for (int i=0; i<size; i++) {
inArr(i] = i;

. Pointer in Pointer.to(inArr);
1, new String([]{ o G o T

// Obtain the platform IDs and initialize the context properties

"
( + cl_platform_id platforms[] = new cl_platform id[1];
clGetPlatformIDs (1, platforms, null);
EIE cl_context_properties contextProperties = new cl_context_properties();
contextProperties.addProperty (CL_CONTEXT_PLATFORM, platforms(0]);

// Create an OpenCL context on a GPU device
cl_context context = clCreateContextFromType (contextProperties,
CL_DEVICE_TYPE CPU, null, null, null);

s, M+
’ // Obtain the cl_device_id for the first device

cl_device_id devices[] = new cl_device_id[1];

# Al [[epatelPgiEs Cl3etcontentino lcontext, CL_CONTEKT DRVECES,

Sizeof.cl_device_id, Pointer.to(devices), null);

// Create a command-queue
cl_command_queue commandQueue =
clCreateCommandQueue (context, devices[0], 0, null);

// Bllocate the memory objects for the input- and output data

cl_mem inMem = clCreateBuffer(context, CL_MEM READ_ONLY |
CL_MEM_COPY_HOST_PTR,
sizeof.cl float * size, in, null);

cl_mem outMem = clCreateBuffer (context, CL_MEM_READ_WRITE,
Sizeof.cl float * size, null, null);

BREMRENG G, null, null); e

cl_program program = clCreateProgramiithSource (context, 1, new String[]{

_kernel void sampleKernel ("+
global const float *in,"+
3 global float *out){"+

" " int gid = get_global id(0);"+

e efcrence to the kernel L T e e
o 1 LT
= clCreateKernel (program, "sampleKernel", null); A T

// Build the program
clBuildProgram (program, 0, null, null, null, null);

|
x"

// Create and extract a reference to the kernel
cl_kernel kernel = clCreateKernel (program, "sampleKernel", null);

// Set the arguments for the kernel
clSetKernelArg (kernel, 0, Sizeof.cl mem, Pointer.to(inMem));
clSetKernelArg (kernel, 1, Sizeof.cl mem, Pointer.to(outMem));

// Execute the kernel
1 nel ( dO1 , kernel,
1, null, new long[]{inArray.length}, null, 0, null, null);

// Read the output data
1 ffer ueue, outMem, CL_TRUE, 0,
outArray.length * Sizeof.cl float, out, 0, null, null);

// Release kernel, program, and memory objects
clReleaseMemObject (inMem) ;

clReleaseMemobject (outMem) ;

clReleaseKernel (kernel) ;

clReleaseProgram (program) ;
clReleaseCommandQueue (commandQueue) ;
clReleaseContext (context);

for (float f:outArray)({
System.out.printf ("$5.2f, ", £);
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import static org.jocl.CL.*;
import org.jocl.*;
public class Sample {

public static void main(String args(]) {
// Create input- and output data
int size = 10;
float inArr[] = new float[size];
float outArray[] = new float[size];
for (int i=0; i<size; i++) {

inArr(i] = i;

}

Pointer in = Pointer.to(inArr);

Pointe o to ( inMem) ) g Pointer out = Pointer.to(outArray);
. // Obtain the platform IDs and initialize the context properties
Pointer.to (outMem)) ; e e ol pisceorm sl

clGetPlatformIDs (1, platforms, null);
cl_context_properties contextProperties = new cl_context_properties () ;
contextProperties.addProperty (CL_CONTEXT_PLATFORM, platforms(0]);

// Create an OpenCL context on a GPU device
cl_context context = clCreateContextFromType (contextProperties,
CL_DEVICE_TYPE CPU, null, null, null);

kernel, D Lo . 5 dovica

cl_device_id devices[] = new cl_device_id[1];

nul l 12 O 7 nu l l ’ nu l l ) 2 clGetContextInfo (context, CL_CONTEXT DEVICES,

Sizeof.cl_device_id, Pointer.to(devices), null);

// Create a command-queue
cl_command_queue commandQueue =
clCreateCommandQueue (context, devices[0], 0, null);

// Bllocate the memory objects for the input- and output data

CL TRUE O cl_mem inMem = clCreateBuffer (context, CL_MEM READ_ONLY |
4 14 CL_MEM_COPY_HOST_PTR,

v Sizeof.cl_float * size, in, null);
eof.cl float, out, 0, null, null); T S

// Create the program from the source code
- M cl_program program = clCreateProgramiithSource (context, 1, new String[]{
T . "__kernel void sampleKernel ("+

program, and memory objects i Giobal Sonet Tloas sin, s

: " _global float *out){"+

" " int gid = get_global id(0);"+

" out[gid] = in[gid] * in[gid];"+

wyn

}, null, null);

. . >mObject (inMem) ;
AR ST - :

Rel aseMemObject (outMem) ;

¢ == // Build the program

¢ clRe lea S eKe rnel ( ke rne l ) ; clBuildProgram (program, 0, null, null, null, null);

// Create and extract a reference to the kernel
clReleaseProgram (program) ; o o e T e NS

// set the arguments for the kernel

clReleaseCommandQueue (commandQueue) ; B S N ST ve) b | oines e it

clSetKernelArg (kernel, 1, Sizeof.cl mem, Pointer.to(outMem));

clReleaseContext (context) ; s

el DRangeKernel (commandQueue, kernel,
1, null, new long[]{inArray.length}, null, 0, null, null);

3 . // Read the output data

1 ffer Queue, outMem, CL_TRUE, 0,

eSS e NoUE ithe results e L v A
clReleaseMemObject (inMem) ;

. "o 2 " clReleaseMemObject (outMenm) ;
SYSTEI ., OUE - [@ELMELE (W50 ity ) -

clReleaseProgram (program) ;

} clReleaseCommandQueue (commandQueue) ;

for (float f:outArray) { 1/ Release xerne1, progcan, and memory abjects
. clReleaseKernel (kernel) ;
clReleaseContext (context);
for (float f:outArray)({

System.out.printf ("$5.2f, ", £);
¥
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Enables/simplifies coding of data-parallel algorithms in Java
Code developed using preferred Java tools/IDEs
A runtime environment capable of

Executing using a Java Pool if necessary

Optionally offloading to GPU by Converting Java bytecode to
OpenCL on the fly

Alpha available 9/20/2010

http://developer.amd.com/aparapi
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http://developer.amd.com/aparapi
http://developer.amd.com/aparapi

Execute using standard Java JVM

iIf (Platform supports OpenCL and workload can be converted)
Convert to OpenCL and execute on the GPU

else
Fallback to using the pure Java implementation

P
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erﬂél = new Kernel () {
- @Override public void run() {
int gid = getGlobalId() ;
out[gid] = in[gid]*in[gid];

s

kernel.execute (in.length) ;
for (float f:out) {
System.out.println(£f) ;

}

" new float[in.length];
..in.length] omitted
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:;;‘Fe_l.run() to implement data parallel algorithm

template for execution

loned as needed for Java execution

' ',r*’éB'S)tecode reified into OpenCL equivalent for dispatch to GPU

Lo e
N
B O

. f"uK‘erneI.execute(int size) initiates execution
—  On first run, Kernel determines ‘how’ to run
= OpenCL vs. Java thread pool
= Decision ‘cached’ for future invocations
—  Kernel.run() called once per ‘work item’ with globalID set to 0..size
- Blocks until execution is complete

- Results available in Kernel fields (or captured fields) after Kernel.execute()
returns

//‘-\
/
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Aparapi: Converting bytecode to OpenCL

Like Jode/Mocha/Jad, except generates OpenCL

Parse/Analyze the bytecode of the Kernel.run() and all methods
reachable from Kernel.run()

Create IR of reachable methods

Bail (as fast as possible) if code contains artifacts that can’t be
represented in OpenCL

System.out.println(), try/catch

Identify control flow and basic blocks
if(){}/if() {}else{}/while(){}/for () {}/ (expl) ?exp2:exp3

Generate OpenCL from the IR

Via a Visitor pattern which traverses the IR tree and
produces OpenCL source

@ 24 | Accelerating Java Workloads via GPUs | JavaOne2010 (5313888) AMD

The future is fusion



Aparapi: No need for host code

On first Kernel.execute() call
Convert bytecode to OpenCL
Create OpenCL context for GPU device

Create args and buffers for passing to generated Kernel

We can determine whether run() call chain reads/writes to arrays
by looking at the bytecode so we can deduce read, read+write, and
write-only buffer accesses

For all Kernel.execute() calls
Pin all accessed arrays (so that GC doesn’t move them)
Enqueue required buffer writes from Java primitive arrays
Execute Kernel
Enqueue required buffer reads back into Java arrays

Unpins arrays
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Aparapi: NBody performance

« NBody is a common OpenCL/CUDA benchmark/demo

Determine the positions of N bodies, calculating the gravitational
effect that each body has on every other body

C++/C version shipped with AMD Stream SDK

Essentially a N2 space problem

— If we double the number of bodies, we perform four times the
positional calculations

« Following chart compares
Naive Java version (single loop)
Aparapi version using Java Thread Pool

Aparapi version offloading via OpenCL to ATI Radeon™ HD 5870
(yellow)
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 for various ‘body counts’

Frames Per Seci

—

1024 2048 4096 8192 16384 32768 65536 131072

Number of Bodies

Java Single Thread == Java Thread Pool (2 Core, 1 Thread/Core) === OpenCL (GPU 5870)

AMD T
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Positional Calcs/microsec

1000 -

4000 A

3000 A

2000 A

icrosec for various ‘body counts’

1024 2048 4096 8192 16384 32768 65536

Number of Bodies

Java Single Thread == Java Thread Pool (2 Core, 1 Thread/Core) === OpenCL (GPU 5870)

131072
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Summary

GPUs offer unprecedented performance for the appropriate
workload

Don't assume everything can/should execute on the GPU
Look for ‘Islands of parallel in a sea of sequential’

Consider using one of the available Java bindings for OpenCL
or CUDA

Aparapi provides an ideal framework for executing data-
parallel code on the GPU

If you are comfortable with JNI and with C programming,
consider learning OpenCL or CUDA and writing custom
Kernels to perform numeric intensive tasks
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hftp://groups.csail.mit.edu/mac/users/C11s/6.945/readinqs/MIT
April2009Steele.pdf

http://cva.stanford.edu/classes/cs99s/papers/hillis-steele-data-parallel-
algorithms.pdf
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http://developer.amd.com/aparapi
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PR LCD www.jcuda.org
= ScalaCl
http://code.google.com/p/scalacl/
= JOCL
http://www.jocl.org/
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https://jgpu.dev.java.net/
http://sourceforge.net/projects/jopencl/
http://code.google.com/p/javacl
http://www.jcuda.org/
http://code.google.com/p/scalacl/
http://www.jocl.org/
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arences between differing manufacturers, software changes, BIOS flashes, firmware upgrades, or the like. AMD
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revisions or changes.
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AMD SPECIFICALLY DISCLAIMS ANY IMPLIED WARRANTIES OF MERCHANTABILITY OR FITNESS FOR ANY PARTICULAR
PURPOSE. IN NO EVENT WILL AMD BE LIABLE TO ANY PERSON FOR ANY DIRECT, INDIRECT, SPECIAL OR OTHER
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EXPRESSLY ADVISED OF THE POSSIBILITY OF SUCH DAMAGES.
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