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hitectures and OpenCL E

/ Issues

I Distributed memory management

I Concurrency
I Platform/vendor portability of APIs

Memory [ || Memory.

/. OpenCL provides ...

I Platform and runtime layer for managing concurrent execution of
operations across multiple devices

I C language extension for programming devices such as CPUs/GPUs

I Platform/device independent API with broad industry support

The future is fusion
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299 with added extension and restrictions

tion routines to query system and setup
DpenCL E resources

/. Runtime API

I Manage kernels objects, memory objects, and executing
kernelson OpenCLE devi ces
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utable code that runs on OpenCLE
-parallel
- Host program
I Executes on the host system
I Sends kernels to execute on OpenCLE devices us
command queue
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I Synchronization
/. Address Space Qualifiers

2 Built -in Functions

The future is fusion
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ssing Data - Parallelism

h ,';ént in the domain is called a work -item
l’.('t'_: | 2 2 A =

~ | N-Ddomain ( global dimensions ) defines the total
work -items that execute in parallel

I Each work -item executes the same kernel
/. Example:

I Processing a 1024x1024 image, kernel would be
executed 1,048,596 times over a 2D computational
domain

The future is fusion
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Synchronization between
work-items possible only
within work-groups

32

Cannot synchronize
between workgroups
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m Objects - source or binary that implements
ernel functions

I Kernels 1 the specific function to execute on the devices

I Memory Objects 1 memory buffers common to the host
and devices supporting distributed memory management

The future is fusion
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/. Queued in -order

/. Execute in -order or out -of-order

The future is fusion
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o

| and write by all

»'read and write by host

Workgroup

~ Local i used for data sharing;
read/write by work  -items in same
work -group

Local Memory

Workgroup

/. Private i only accessible to one E

work -item
A Memory management is explicit

I Must move data from host to global to local and back
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r IS responsible for synchronization using

and/or blocking calls

i Events can be used to prevent one operation from
executing until one or more operations have finished

I Programmer can explicitly block on one or more events
on the host side
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jide simplified interface based on typical use cases in a familiar
UNIX style

.~ Here the host code will use STDCL for simplicity

I Allows focus on the concepts, which are complicated enough,
without getting lost in low -level syntax

R —

I No restrictions on the functionality provided by OpenCL

I Use of such an API is inevitable for any serious programming
project

i Free, open -source, LGPLv3 license  GPL\ 2

Free Software
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pute layer "context

(2) select platform, (3) get devices,

h device, (5) create command queues

~ contexts stddev , stdcpu , stdgpu , ... that

#i nc | u dselcl.ho
CONTEXT stddev ; // contains all devices
CONTEXT* stdcpu ; // contains all CPU devices
CONTEXT stdgpu ; // contains all GPU devices

Link with - Istdcl
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#i nc | u dsElcl.lo 6
void * clh = clopen ( stdgpu ," nbody kern.cl ", CLLD_NOW);

cl_kernel krn = clsym ( stdgpu , clh ," nbody kern ", CLLD_NOW);

clclose ( stdgpu , clh );
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ue memory buffers, enqueueing

~, clfree  for allocation of shareable memory

#i ncl|l u dseEcllo o
- cl_float4 * pos =(cl_float4 *) cimalloc ( stdgpu , np*sizeof (cl float4), O );

clfree (pos);
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#i ncl|l u dseEcllo 0O
clmsync ( stdgpu ,0, pos, CL_MEM DEVICECL EVENT_NOWAIT);

clfork ( stdgpu ,0, krn,& ndr, CL_EVENT_NOWAIT);
clmsync ( stdgpu ,0, pos, CL MEM_HOSTCL_EVENT_NOWAIT);

clwait ( stdgpu ,0, CL_KERNEL_EVEN[TCL_MEM_EVENTCL_EVENT RELEASE);
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- Body Algorithm Tutorial
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GPU/OpenCL Cypress 250,386749 GFLOPS

/. Compilation

/. Two - GPU implementation

I Modified kernel code | | e
I Modified host code

Technology
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- | Calculate total force on each particle

I Update particle position/velocity over
some small time -step (Newtonian
dynamics)

/. Entire ( unoptimized ) algorithm can be
written in C with a few dozen lines of

code
fi:SmI e
. T

)

Brown VEeEr 1€chnoiog

GPU/OpenCL Cypress 250, 386749 GFLOPS
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Il For each particle "i

1 for(i=0 ; i<n ;i++) {

2 ax = 0.0f;

3 ay = 0.0f;

4 az =0.0f;

/I Loop over all particles “|" and accumulate force on particle "i"

5 for(j=0; j<n; j++) {

6 dx = X[j] - X[i];

7 dy =vyil - vl

8 dz =z[j] - Z[i];

9 invr = 1.0f/ sgrt (dx*dx +dy * dy + dz * dz + eps);
. 10 invr3 = invr  * invr * invr ;

11 f=m[j J*¥invr3;

12 ax += f*dx;

13 ay += f* dy;

14 az += f*dx ;

15 }

/A For each particle "i" accumulate all forces due to particle "]
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18
19
20
21
22

N 23

N 24
AS)
26
27

/A Update positions/velocities using the acceleration (a=F/m)

/[ update position and velocity of
x_newl[i ]=x[i]+ dt * wx[i ]+ 0.5f*
y newl[i |=y[i]+ dt * wvy[i |+ 0.5f*
z new[i |=2z[i]+ dt * vz[i |+ 0.5f*
VX [i] += dt *ax ;
vyli+= dt *ay ;
vz [i] += dt * az;
}
/[ copy updated positions back into original
for(i=0; i<n; i ++) {
X[i] = x_newli J;
ylil= y_new[i J;
z[i] = z newli |
}

/. Repeat

dt
dt
dt

particle "i"

* dt *ax ;
* dt *ay ;
* dt * az;

arrays
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tion will consist of two parts:

n on the GPU, performs the actual computation
é"s‘ed on critical loops within larger program
d to provide accelerated version of a given algorithm
' Host code

I Performs no meaningful computations, still important

| Especially important for using multiple devices

I Initialization and bookkeeping tasks

I Coordinate operations on the OpenCL device(s), e.g.,

A Memory management

A Kernel execution
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Kernel Code

Goal Is to provide a reasonably standard implementation that
IS understandable

Attempt to use good practices froman OpenCL perspective,
however, it is very likely not optimal for a particular
architecture

Important to remember context of OpenCL kernel code:
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Kernel will be executed for every work -item (enumerated thread)
within an index -space (range of enumerated threads)

This application has a one -dimensional index -space with a number
of work -items equal to the number of particles in the system

Kernel code will be invoked once for each of the N particles

Task for the kernel code is to update the position and velocity of
one particle using Newtonian mechanics

The future is fusion



n: Kernel Code (1/5)

1 /[ nbody kern.cl

__kernel  void nbody kern (
float  dtl, float eps,
__global  float4* pos_old |,
__global  float4* posS_new ,
__global  float4* vel ,
__local  float4* pblock

) {

coOo~NO UG Ph~WwWDN

~ Prototype for kernel
/ Very similar to a function prototype with few exceptions
I Must by given the qualifier __kernel

I Pointer arguments must be qualified to reflect correct
address space, e.g.,, _ global , local |, etc.

/A Note: kernel code is placed in separate file with the extension
(BSOSt ngui Gh it from ordirt
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;Kernel Code (2/5)

9 const float4 dt = (float4 )(dtl, dtl, dt1, 0.0f);
10 int gti = get global id (0); /lrelative to global index - space
11 int ti = get local id (0); /lrelative to local work - group
12 int n= get global size (0); /I global index -space
. 13 int nt = get local size (0); /l'local work - group
. 14 int nb =n/ nt;

~ Size/lndex determination and other bookkeeping

© Built -in functions allow each work  -item (thread) to self -
identify its role in the parallel execution of the kernel over the
iIndex -space

/. Example assuming N = 8192 patrticles:
I Typical values for Cypress GPU would be n=8192, nt =64, nb=128
i Theref opgtes 8 D®W2 a rnid<6d O
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érnel Code (3/5)

= _—

15 float4 p= pos old [gti ];
16 float4 v= vel [gti ];

17 float4 a = (float4 )( 0.0f, 0.0f, 0.0f, 0.0f);

/] For each block ...
18 for( int jb=0; jo < nb; jb++) {

/[ Cache ONE particle position

B 19 pblock [ti ]= posold [ jb * nt + ti [:
/[ Wait for others in the work - group
20 barrier (CLK _LOCAL_MEM_FENGQE

/. Using local memory as a cache for blocking

/. Work -items (threads) in work  -group perform cooperative read
to fill cache

I Each thread copies value from global memory to local memory,
expects the other threads to do the same

I barrier  used for synchronization
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rnel Code (4/5)

/[ For each cached particle position

21 for( int j=0;j< nt;j++) {
/[ Accumulate force/acceleration
22 float4  p2= pblock [j I;
23 floatd4 d=p2 - p;
24 float invr = rsgrt (dx * dx +dy * dy + dz * dz + eps);
25 float f= p2w* invr * invr * invr ;
26 a += f*d;
. 27 }

/[ Wait for others in work - group

28 barrier (CLK _LOCAL_MEM_FENCE

29}

/. Perform force calculation using blocking

A Inner loop is over the block size where particle positions were
cached

A barrier  is required to prevent overwriting the cache until all
work -items (threads) are done
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mel Code (5/5)

";—' iy
h ;

30 p +=dt *v + 0.5f*

31 v += dt *a ;

dt * dt *a ;

32 pos _new|[gti ]=p;
vel [gti |=v;

Lo e ¢ e
e
=

~ Position and v elocity update

/. Note: we are not updating the original particle position
array, but instead are using a double - buffering scheme

The future is fusion
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ntation (1/8)

=
s
i

/' nbody.c (one GPU)
2  #include < stdcl.h >

3 void nbody init ( int n,cl float4* pos, cl_float4* vel );
4 void nbody output ( int n,cl float4* pos, cl_float4* vel );

5 int  main( int argc , char** argv ) {

6 int step , burst
e int  nparticle =8192; // Must be power of two for simplicity
B S int nstep = 100;
9 int nburst =20; // Must divide nstep without remainder
10 int nthread =64; // chosenfor ATI Radeon HD 5870

11 float dt = 0.0001f;
12 float eps = 0.0001f;

A Initialization of the program
A Note: including  stdcl.h includes CL/ cl.h automatically
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mentation (2/8)

size t nparticle_sz = nparticle * sizeof (cl_float4);
13 cl float4 * posl = (cl _floatd *) clmalloc ( stdgpu , nparticle sz
14 cl_float4* pos2 = (cl_float4*) clmalloc ( stdgpu , nparticle sz

| 15 clfloat4*  vel =( clfloat4*)  clmalloc ( stdgpu , nparticle_sz

~ Contexts and memory allocation
~ Notes:

, 0);

, 0);

, 0);

I stdgpu isa CONTEXT*provided by stdcl.h thatincludes all devices

of type GPU with everything ready to use

A No set-up of platform, devices, contexts, command queues is

required

I Memory allocated with clmalloc is accessibleto OpenCL devices

A No need to create opaque OpenCL fibuf f er s 0

A Programmer can manage memory using conventional semantics
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entation (3/8)

nbody init  ( nparticle ,posl, vel );

17 void* clh = clopen ( stdgpu ," nbody kern.cl ", CLLD NOW);
18 cl_kernel krn - = clsym ( stdgpu , clh ," nbody kern ", CLLD NOW);

e 3 Siacehl

S In‘i"E.ifélize particle positions and velocities
~ Load and compile OpenCL kernels
" Notes:
I clopen and clsym managethe OpenCL kernels
A Modeled after traditional UNIX dynamic loader dlopen and dlsym

A No need to manage program text, create program, build
program, create  kernel

A Your kernel is ready to use with only two calls
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entation (4/8)

clndrange _t ndr = cIndrange_initld ( O, nparticle , nthread );

20 clarg set ( krn,0, dt );
21 clarg_set ( kmn,1, eps );
22 clarg_set_global ( ken, 4, vel );

23 clarg_set local ( ken,5, nthread * sizeof (cl _float4));
~ Set up computational domain and kernel arguments
" Notes :
I The N -dimensional range of the index -Space is stored in a simple
struct using the format { offset, global size, work -group size }
I Why did we skip arguments 2 and 3? - these arguments will not be
static, but rather will be switched with a double - buffer scheme
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Zentation (5/8)

e

24 cimsync ( stdgpu , 0, posd, CL_MEM_DEVICECL_EVENT WAIT CL_EVENT RELEASE

cimsync ( stdgpu ,0, vel, CL_MEM DEVICECL EVENT WAITCL_EVENT RELEASE

| i Device ID is "0" in this case - assuming we have one GPU
I In this case the flags indicate blocking calls

I clmsync will initiate OpenCL enqueueReadBuffer or
enqueueWriteBuffer = commands as needed
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entation (6/8)

26 for(step=0; step< rnstep ; step+= nburst ) {

27 for(burst=0; burst< nburst ; burst+=2) {

28 clarg_set _global ( krn , 2, posl );

29 clarg_set_global ( krn , 3, pos2 );

30 clfork ( stdgpu , O, krn , & ndr, CL_EVENT _NOWAIT);
- N clarg_set_global ( krn , 2, pos2 );
N 32 clarg_set_global ( krn , 3, posl );

33 clfork ( stdgpu , O, krn , & ndr, CL_EVENT_NOWAIT);

34 }

/ Kernel execution using double -buffer scheme
/ Notes:

I Arguments 2 and 3 must be set just prior to kernel execution since
we are switching between two arrays

I clfork  will initiate an  OpenCL engueueNDRange command

I Inthis case clfork calls are non -blocking
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tion (7/8)

L (

o

iy
Lo
@

35 clwait ( stdgpu ,0, CL_KERNEL_EVENT|CL_EVENT RELEASE:
36 cimsync ( stdgpu , 0, posi, CL_MEM_HOST|CL_EVENT_WAIT|CL_EVENT RELEASE

37 }

lon and read back of data

~ clwait  blocks until the multiple kernel executions are completed
~ clmsync will copy particle positions back to the host

/. Both calls are specific to device ID "0", i.e., the GPU
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nbody output ( nparticle , posl, vel );

clclose ( stdgpu , clh );

clfree ( posl );
clfree ( pos2 );
clfree ( vel );

/. Output results and clean up resources
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1 ### Makefile  for N - Body program

2 NAME = nbody

3 OBJS = nbody_init.o nbody_output.o
4 OPENCL =/ usr /local/  atistream

5 STDCL =/ wusr /local/  browndeer

6
7

INCS += - I$(OPENCL)/include - I$(STDCL)/include
LIBS += - L$(OPENCL)/lib/x86_64 - |OpenCL - Ipthread -ldl
- L$(STDCL)/lib - Istdcl

8 CFLAGS += - 03
- E all: $(NAME).x

10 $(NAME).x: $(NAME).o0 $(OBJS)
11 $( CC) $(CFLAGS) $(INCS) - 0 $(NAME).x $(NAME).o $(OBJS) $(LIBS)

12 .SUFFIXES:
13 .SUFFIXES: .c .0

14 .C.O :
15 $(CC) $(CFLAGS) $(INCS)  -c¢ $<

/A Makefile shows required includes and links
A Modify to suit your local setup
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nCL Devices

N/27T 1] N/2, i N-1

AN g

i

it

~ Example using two GPUs, e.g.

/. Divide the work for the force calculation and patrticle
position/velocity  update across two devices

A Synchronization and memory management must be handled
explicitly, and with  some care

The future is fusion
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 GPUs: Kernel Code
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ernel Code (1/6)

1 /I nbody_kern.cl (two devices )
2  _ kernel void nbody kern (

3 float dt1, float eps,

4 __global  float4* pos_old |,

5 __global  float4* posS_new ,

6 __global  float4* vel ,

7 __local  float4* pblock

__global  float4* pos_remote

9 ) H{

" Prototype for kernel

/ Note: an additional pointer is added to point to the
second "remote" array of particles - they are need to
calculate the total force on the particles being updated
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10
11

12
13
14

const
int
int
int
int
int

float4  dt = (float4

gti = get global id  (0);
ti = get local_id  (0);

n= get_global_size  (0);
nt = get local_size  (0);
nb =n/ nt;

/. Size and Index determination and other

/. No change from previous kernel

)(dt1, dtd, dt1, 0.0f);

bookkeeping
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15 floatd p = pos old [gti ];
16 float4 v = vel [gti |;

17 float4 a = (float4 )( 0.0f, 0.0f, 0.0f, 0.0f);

/I For each block ...
18 for( int jb=0; jo < nb; jb++) {

I/l Cache ONE  /ocal patrticle position

19 pblock [ti ]= pos old [jb * nt + ti |
/[ Wait for others in work - group
20 barrier (CLK _LOCAL_MEM_FENGE

/. Loop over blocks with caching of particle positions

/A No change from previous kernel accept now we distinguish
local and remote particles
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