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- Software in a heterogeneous world
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G parallellsm)
— Larger caches

= How has and is this being addressed?

The future is fusion
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ical programming abstraction used to arbitrate
‘ommunication between multiple processing entities
- (like processes or threads).

— For example, concurrency can be used to build user
interfaces and other asynchronous tasks.

- Concurrency is NOT the same as parallelism

— Does no preclude running tasks in parallel, it is not a
necessary component.
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i I'n our case, a low latency x86 CPU and a high
throughput Radeon GPU

Fusion

— Bringing together two or more components and joining
them into a single unified whole

—In our case, combining CPUs and GPUs on a single
silicon die for higher performance and lower power

The future is fusion
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.erogeneous world
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latency memory access

Optimized for sequential and
branching algorithms

sk-Parallel
Workloads

GPU is ideal for parallel processing

GPU shaders optimized for
throughput computing

Ready for emerging workloads

Media processing, simulation, natural
UI, etc

Graphics Workloads

Other Highly
Parallel Workloads

Delivers optimal performance for a wide range of

platform configurations
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Single-thread Performance

>

Processor Performance

Multi-Core Heterogeneous
Era ‘ Systems Era

Enabled by: Enabled by:
v' Moore’s Law v' Moore’s Law
v' Desire for Throughput v Abundant data parallelism
v 20 years of SMP arch v Power efficient GPUs
’ ,tr'ai'r’\'ed- by: Constrained by: Temporarily constrained by:
Power Power Programming models
Complexity Parallel SW availability Communication overheads
Scalability
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GPU single precision performance trend
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ance expectations over time

Discrete GPU Bandwidth trends
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) APUs: Putting it all together

Microprocessor Advancement

Single-Thread Multi-Core Heterogeneous
Era Era Systems Era

>
= High Performance
o Task Parallel Execution System-level
@ Programmable
3
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i programs &
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Data Parallel 2
Execution eraphice <
Driver-based E
programs o

Throughput Performance
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Why AMD Fusion APUs?

RGeS g pproach 1 s opti mal
X86 CPU owns The GPU is the
the SW Universe Game Changer
= Windows, MacOS = Enormous parallel

and Linux Franchises computing capacity

Outstanding
performance per
. watt per dollar

» Many thousands
of applications

» Well matched to
branchy scalar code =

» Established
programming and
memory model

= Very efficient
hardware threading

= SIMD architecture
well matched to

: media workloads:

o MEIUS e e video, audio, graphics

= Backward compatible = Positioned to enable

for 15 years of i
e ghly Programmable the emergence of
Fppplligziis Hnel 92 v' Power Efficient immersive media
v’ Massive Throughput based experiences

v" Best of both worlds
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. _ System Memory

20 GB/s

North Bridge

Fusion GPU

Discrete GPU ﬁ Graphic Memory

150 GB/s
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The Benefits of Fusion

Unparalleled processing capabilities in mobile form
factors

Shared memory for the CPU and GPU

= Eliminates copies, increasing performance
= Reduces dispatch overhead

Lower latency from the GPU to memory
Power efficient design

Enables architectural innovations between CPU, GPU and
the Memory System

Scalable architecture that can target a broad range of
platforms from mobile to data center
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EERNes are being bui

ous systems are being built and there is no
- we will build more of them

paralléllsm to use them, but
— This not enough!

* The question then becomes:
— How do we program 10, 100, or even >1000 cores?

= The future of performance is entirely about software!

The future is fusion

o 21 | Introduction to Parallel and Heterogeneous Computing| October, 2010 AMD:‘



AMD Fusion Developer Summit

Find out more about
— Fusion APUs;

— Programming models for Fusion; and
—~Much mor eé

June 13-16, 2011
Seattle, Washington, USA

@ 22 | Introduction to Parallel and Heterogeneous Computing| October, 2010 AMD
\ /

The future is fusion


http://sites.amd.com/us/fusion/apu/Pages/fusion-developer-summit.aspx
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‘OpenCL Programming Webinar Series

Designed to help advance your experience in parallel
programming, with a focus on OpenCL

Much of what will be taught is useful for parallel
programing in general

Introduction to OpenCL Device Fission Extension for
OenCL

OpenCL Programming in Detail Optimization Techniques I

Using OpenCL C Language Optimization Techniques II
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http://developer.amd.com/zones/OpenCLZone/Events/pages/OpenCLWebinars.aspx

srogeneous world
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Braided parallelism
— Task-decomposition
— Data-decomposition
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are organized as

- Tasking runtime must account for:
— Task dependencies
— Synchronization
— Load balancing
—Et cé

The future is fusion
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g - work Stealing
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asking runtimes use

€ ,,*"':has provably
Good locality
« Work distribution properties

Seminal reference:

Cilk: an efficient multithreaded
runtime system

Blumofe et al

SIGPLAN Notices

1995
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Particle systems
= 1000 maybe 100,000, even millions

= forces and actions computed independently (locality
can be used to describe interaction)

e =0
-

- Data-parallel execution must account for:
— Local communication
— Synchronization
—Et ce
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Task and data-parallelism gther

Braided Parallelism

Job graph from DI C

Reference: Battlefield Bad Company 2
Aaron Lefohn.

Programming Larrabee: Beyond Data Parallelism.
Beyond Programmable Shading Course. SIGGRAPH 2008.

@ 32 | Introduction to Parallel and Heterogeneous Computing| October, 2010 AMD

The future is fusion




Fusion APUs: Putting it all together

Microprocessor Advancement

Braided Parallelism
a natural programming
model for heterogeneous
computing

Programmer Accessibility

vriver-based
programs

GPU Aavea

Throughput Performance
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nd Questions
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