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Motivation
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OPENCLÊ PROGRAM STRUCTURE
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HELLO WORLD OPENCLÊ C SOURCE

__constant char hw[] = "Hello World\n";

__kernel void hello(__global char * out) {

size_t tid = get_global_id(0);

out[tid] = hw[tid];

}  
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HELLO WORLD OPENCLÊ C SOURCE

__constant char hw[] = "Hello World\n";

__kernel void hello(__global char * out) {

size_t tid = get_global_id(0);

out[tid] = hw[tid];

}  

Å This is a separate source file (or string)

Å Cannot directly access host data

Å Compiled at runtime
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HELLO WORLD - HOST PROGRAM
// create the OpenCL context on a GPU device

cl_context = clCreateContextFromType (0, 
CL_DEVICE_TYPE_GPU, NULL, NULL, NULL);

// get the list of GPU devices associated with context

clGetContextInfo (context, CL_CONTEXT_DEVICES, 0, 

NULL, & cb );

devices = malloc ( cb );

clGetContextInfo (context, CL_CONTEXT_DEVICES, cb , 
devices, NULL);

// create a command - queue

cmd_queue = clCreateCommandQueue ( context , devices [0], 
0, NULL);

memobjs [0] = clCreateBuffer ( context,CL_MEM_WRITE_ONLY , 

sizeof ( cl_char )* strlen (ñHello Worldò, NULL,
NULL);

// create the program

program = clCreateProgramWithSource (context, 1, 
&program_source , NULL, NULL);

// build the program

err = clBuildProgram (program, 0, NULL, NULL, NULL, 
NULL);

// create the kernel

kernel = clCreateKernel (program, ñvec_add ò, NULL);

// set the args values

err  = clSetKernelArg(kernel, 0, (void *) &memobjs[0], 

s izeof ( cl_mem));

// set work - item dimensions

global_work_size [0] = strlen (ñHello Worldò);;

// execute kernel

err = clEnqueueNDRangeKernel ( cmd_queue , kernel, 1, 
NULL, global_work_size , NULL, 0, NULL, NULL);

// read output array

err = clEnqueueReadBuffer ( cmd_queue , memobjs [0], 
CL_TRUE, 0, strlen (ñHello Worldò) *sizeof ( cl_char ), 
dst , 0, NULL, NULL);
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HELLO WORLD - HOST PROGRAM

// create the OpenCL context on a GPU device

cl_context = clCreateContextFromType (0, 
CL_DEVICE_TYPE_GPU, NULL, NULL, NULL);

// get the list of GPU devices associated with context

clGetContextInfo (context, CL_CONTEXT_DEVICES, 0, 

NULL, & cb );

devices = malloc ( cb );

clGetContextInfo (context, CL_CONTEXT_DEVICES, cb , 
devices, NULL);

// create a command - queue

cmd_queue = clCreateCommandQueue ( context , devices [0], 
0, NULL);

// allocate the buffer memory objects

memobjs [0] = clCreateBuffer (context, CL_MEM_READ_ONLY | 
CL_MEM_COPY_HOST_PTR, sizeof ( cl_char )* strlen (ñHello 
Worldò), srcA , NULL);}

// create the program

program = clCreateProgramWithSource (context, 1, 
&program_source , NULL, NULL);

// build the program

err = clBuildProgram (program, 0, NULL, NULL, NULL, 
NULL);

// create the kernel

kernel = clCreateKernel (program, ñvec_add ò, NULL);

// set the args values

err  = clSetKernelArg(kernel, 0, (void *) &memobjs[0], 

s izeof ( cl_mem));

// set work - item dimensions

global_work_size [0] = n;

// execute kernel

err = clEnqueueNDRangeKernel ( cmd_queue , kernel, 1, 
NULL, global_work_size , NULL, 0, NULL, NULL);

// read output array

err = clEnqueueReadBuffer (context, memobjs [2], CL_TRUE, 
0, n* sizeof ( cl_float ), dst , 0, NULL, NULL);

Define platform and queues

Define Memory objects

Create the program

Build  the program

Create and setup kernel

Execute the kernel

Read results on the host
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What can we learn
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LEARN FROM CURRENT GENERATION ARCHITECTURE
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COMMON USE CASES

ÁIn OpenCLÊ we generally see:

ïPick single device (often GPU or CL_DEVICE_TYPE_DEFAULT)

ïAll ñkernelsò in cl_program object are used in application

ÁIn CUDA the default for runtime mode is:

ïPick single device (always GPU)

ïAll ñkernelsò in scope are exported to the host application for specific 

translation unit, i.e. calling kernels is syntactic and behave similar to 

static linkage.
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A look into the future
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NEXT GENERATION GPGPU PROGRAM STRUCTURE

DEVICE

(C++0x)

CPU

(C++0x) 

C++0x Code
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HELLO WORLD C++0X SOURCE

hw[] = "Hello World\n";

void __attribute__(gpu) hello(

Index<1> index,

char * out) 

{

size_t id = index.getX();

out[id] = hw[id];

}

int main(void)

{

char output[100];

parallelFor(Range<1>(length(hw)),

[output] (Index<1> index) {

hello(index, output);

});

}


